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Abstract

Political communication research relies on streams of unwieldy, ugly data, the form of which

includes image, text, audio, and video. This paper contributes to the image-as-data move-

ment, with a specific application in protest violence. I introduce the Visual Violence Index

(VVI) for the monitoring and study of protest violence in news. Unlike current approaches in

the image analysis of protests, this method is efficient, scalable, and nuanced. Additionally,

I offer an “aesthetic defense” of neural networks, arguing that this class of machine learning

algorithms provide an elegant solution to the ugly data problem in political communication.



“With regard to the past, no further action is possible. There have been war, plague,

scandal, and treason, and there is no way of our preventing their having taken place; the

executioner became an executioner and the victim underwent his fate as a victim without

us; all that we can do is to reveal it...raise it to the dignity of the aesthetic existence...”

Simone de Beauvoir, The Ethics of Ambiguity

“For the dead

and the living,

we must bear

witness.”

Elie Wiesel



Introduction

Automated content analysis in political science is at a crescendo. The Internet and our

Politic are so intertwined that streams of data are now readily available to political commu-

nication scholars. Scholarship relying on content streams include studies on protest violence

in the news, gender dynamics in the 2016 Presidential Election, emotions in speeches, polit-

ical ideology expressed on social media, agenda-setting dynamics between social media and

traditional news sources, sentiment, tone, and topic in the news (Torres, 2018; Casas and

Williams, 2017; Joo and Steinert-Threlkeld, 2018; Wang, Feng and Luo, 2017; Knox and

Lucas, 2018; Barberá, 2015; Russell Neuman et al., 2014; Young and Soroka, 2012). As we

automate analysis across forms – text, image, audio and video – data mining and politi-

cal communication research resembles the early 20th-century, when oil-barons first began

staking out their claims to oil-rich fields. The film There Will Be Blood comes to mind.

The goal of this work is to build a scalable object detection system – The Visual Violence

Index (VVI) – capable of indexing when protests turn violent based on the content of news

images. In this paper, I review recent literature on automated content analysis. I argue

that neural networks – a class of machine learning algorithms – offer an elegant solution

for political scientists dealing with high dimensional, ugly data. I introduce several coding

libraries in Python3 that help political scientists think of data as a stream. I then use two

packages – LabelImg and Darkflow – to build a scalable index for real-time object detection

of protest violence. The VVI is tested on two image datasets of protests that turned violent

– one in Ferguson, United States and the other in Caracas, Venezuela. The variety in our

methods reflects the variety of content-forms, but scholars continually ignore elegance as an

explicit criteria for choosing one approach over another, even if it appears as a concept in

computer science (Oram and Wilson, 2007).

Automated Content Analysis in Social Science

Political communication relies on varied methods to analyze streams of unstructured, ugly

data. Protest violence like the kind seen in Figure 1 has caught the attention of image-

analysis scholars; lighting, mood, environment, and violence have all been measured via Bag

of Visual Words (BoVW) and convolutional neural networks (CNN’s) (Torres, 2018; Joo

and Steinert-Threlkeld, 2018). Automated image analysis has also been used to capture the

gender composition of Twitter users during the 2016 Presidential Election (Wang, Feng and

Luo, 2017). While all content deserves analytic attention, we know that images trigger the

emotional mechanisms that mobilize online support for protests (Casas and Williams, 2017).
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(a) Ferguson, Missouri. (b) Caracas, Venezuela

Figure 1: Protests erupt in Ferguson Missouri following the acquittal of Darren Wilson for
his shooting of Michael Brown (a). Flames engulf Jose Victor Salazar Balza during a protest
in Caracas, Venezuela (b). This study uses machine learning to build the Visual Violence
Index (VVI) for the monitoring and study of protest violence.

This work focuses on image analysis, but projects involving unstructured data make use of

image, audio, and even text. Beyond images, audio data has been used to measure tone in

political speeches (Knox and Lucas, 2018). Text data has lent itself to ideal point estimation

for judges and Twitter users, topic and affect in news, blogs, press statements, and tweets.

(Barberá, 2015; Martin and Quinn, 2002; Hopkins and King, 2010). These studies rely on

image, audio, and text data, employing methods that map high-dimensional data onto lower-

dimensions. From unstructured, messy datasets, our mission is to capture simple concepts

of of interest to political scientists.

Joo and Steinert-Threlkeld (2018) review the technical details of deep learning and neu-

ral networks in “image-as-data.” They differentiate between neural networks and CNN’s,

give sample configurations, and review important concepts for deep learning enthusiasts like

weight sharing, local connectivity, and nonlinearity. The authors overemphasize complexity

in their discussion of neural networks: “Artificial neural networks represent complex con-

cepts, like the probability an image contains a human face...Nevertheless, the network of a

large number of nodes enables complex data modeling through their interactions.”

I disagree wholeheartedly: neural networks are beautifully simple. The nodes in a network

work together, layer by layer, to find a signal in noise. This is should sound familiar, it

mirrors our own effort to find meaning in Stochastic Absurdity (Camus, 2013; De Beauvoir,

1962). The nodes guess at the signal, are told their mistake, and take steps to reduce error

– simple.1

1This work of guessing at a signal, making a mistake, and trying to reduce error is fundamentally human.
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We know that protest images, whether through enthusiasm or fear, have a mobilizing

effect on online protest activity (Casas and Williams, 2017; Marcus, Neuman and MacK-

uen, 2000). Recent scholarship on Twitter and the Black Lives Matter find that images

“are particularly mobilizing because, compared with text, they trigger stronger emotional

reactions” (Casas and Williams, 2017). Political psychology more broadly has established

the importance of news images for creating visual frames, eliciting emotion, and grabbing

readers’ attention (Abraham and Appiah, 2006; Iyer and Oldmeadow, 2006; Dahmen, 2012).

Visual stimuli affect emotional responses that ultimately shape readers’ policy preferences

(Iyer and Oldmeadow, 2006). This linkage between visual frames in news articles, emotions,

and policy preferences holds across issues including: Middle East conflict, stem cell research,

collective action, immigration, and poverty (Brantner, Lobinger and Wetzstein, 2011; Iyer

and Oldmeadow, 2006; Corrigall-Brown and Wilkes, 2012; Brader, Valentino and Suhay,

2008; Gilens, 1996).

Social scientists strive to maintain nuance in our analysis (Grimmer and Stewart, 2013).

Torres (2018) instructs social scientists on how to think about images-as-data, how images

are represented as data structures by computers, and how to think about the mapping from

images to text. Previous work emphasizes thinking of images at the pixel level (Torres, 2018).

Thinking of images at the colorized, pixelated level is nothing new, as political pyschology

already directs us to think on these terms: “colors also differ in their affective associations:

dark colors like gray and black elicit negative emotions; bright colors, especially blue, green,

and red, elicit positive emotions; and ’neutral’ colors such as brown and white elicit very few

and balanced emotions” (Brader, 2006).

Current image analysis can be improved along two fronts: nuance and efficiency. Current

approaches either rely on inefficient methods, like Bag-of-Visual-Words, which is not robust

and leaves information on the table, or are not efficient enough to detect violence in real-time

(Torres, 2018; Joo and Steinert-Threlkeld, 2018).

Online Protest Data

Scholars note two uses of social media in protest activity: as an organizational tool and a

platform for online opinion expression (Shirky, 2011). Researchers find that “[s]ocial media

represent tools and spaces in which various communication networks that make up social

movement emerge, connect, collapse, and expand” (Lim, 2012). The communication net-

works of interest are composed of content, the scale of which requires tools that can automate

analysis and augment traditional human coding efforts (Grimmer and Stewart, 2013).

From the Egyptian revolution of 2011, to the Ferguson unrest in 2014, scholars observe
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that social media platforms operate as a virtual public sphere, where civil society can grow:

“[a]s with the printing press, the Internet spreads not just media consumption but media

production as well – it allows people to privately and publicly articulate and debate a welter

of conflicting views” (Shirky, 2011). Not only does social media provide a valuable organi-

zational tool, but also, it provides a space where dialogue – and ultimately dissent – can

occur (Lim, 2012). The digital space is where in-group members express opinions and atti-

tudes, transforming digital platforms like Twitter into cultural hubs of “hashtag activism”

and “hashtag ethnography” (Valenzuela, 2013; Bonilla and Rosa, 2015).

Protest images elicit emotion and mobilize actors (Casas and Williams, 2017). Social

science seeks to explore the online culture cultivated by social movements; this culture is

expressed, among other ways, through images (Bonilla and Rosa, 2015; Kharroub and Bas,

2016).

Coding scheme for the Visual Violence Index (VVI) comes from Kharroub and Bas (2016):

“Each image was coded for the presence of police/army, military vehicles, weaponry, fighting

and confrontation between protestors and the police/army, blood, and injured persons. The

scores were added up to create a composite index of violent content. This index ranged from

0 (no violent content) to 8 (presence of all eight possible occurrences of violence).” The

object detection scheme examines each photo and looks for the following features:

1. Police or Army

2. Miltary Vehicles

3. Weaponry

4. Fighting, Confrontation

5. Bloody or Injured Persons

6. Fire and Smoke

In this study, I scrape images from Google. I code a sample of 100 for the above features

using labelImg and then train an object detection system using Darkflow and YOLO.2

2Yes, this stands for “You Only Look Once.” No, I am not joking. No, I didn’t name it, it’s not my
code. If social science is going to adopt computing methods, we best get used to computing culture and this
includes dope names for our models.
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An Aesthetic Defense of Neural Networks

Convolutional neural networks are a machine learning algorithm that have become the stan-

dard in computer vision research since Krizhevsky, Sutskever and Hinton (2012). Note that

CNN’s are a specific type of neural network, a computing structure that was original designed

to resemble how neurons fire signals to each other. When stacked together properly – and

powered by big computers – neural networks are really good at detecting signals in noisy,

unstructured data.

Neural networks provide an elegant solution to political scientists’ ugly data problem

because of they stack together to capture nonlinear relationships. The height of the stack,

the size of the layers, and the way the layers interact are all determined by the user. This

means that designing and implementing these networks is more art than science. Neural

networks have been used for classification problems across image, text, and audio. Social

scientists concerned with transparency might charge that artificial neural networks are too

opaque for social science, they are a “black box”. I contest that no subject of study is a

black box if you are brave enough to open the box and look inside.

Neural networks are not only not a black box, but rather, one of the more beautiful

structures that computer science has to offer.3 Because this argument relies on aesthetics

– and not on logic – one only need look at the next section without fully comprehending

to understand why they are fascinating. Not only do neural networks help us map high

dimensional data, like text and image, onto lower dimensional categories...they are also

just nice to look at. The flexibility of networks let us design custom implementations for

specific classification tasks. They help social scientists perform analysis on a large scale while

maintaining nuance.

Single-Layer Networks

For data X ∈ Rd, assume X is separable into classes y ∈ {1, 2, ..., k} where assignment to

class k means xi shares relevant features with other data points in k. We need a statistical

model that can learn the relevant features in X that map onto the associated classes in y:

X 7→ y.

The model needs to understand the relationships between data points that best determine

3This is a hill I will die on. The only way to formulate a counter argument is to buy me a cup of coffee and
show me a more beautiful structure in computer science – and you will lose. No structure better resembles
the universal struggle of humanity to find signal in data samples of the Absurd. Indeed, it is only when
nodes in the network work together that they discover meaning. Thus, neural networks embody the power
of connection.
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class. For instance, a simple linear model might look like:

ŷ(x,w) =
d∑

j=1

wjxj (1)

where w are model parameters that capture relationships between xi and x 6i and ŷ is the

predicted classes as a function of x and w. For a binary classification task – only two classes

– this model becomes:

ŷ(x,w) = sign
d∑

j=1

wjxj (2)

with classes defined as [−1, 1] or even [0, 1]. For instance, social scientists working with

a binary dependent variable should be familiar with logistic regression. We might use such

a model for our purposes, of the form:

P (y = 1| x,w) = h

(
d∑

j=1

wjxj

)
(3)

where h is the logistic function

h(a) =
1

1 + e−a
.

With X in lower-dimensions, this model would be a reasonable approach, but let us

assume that X has a large feature space and thus, requires a classifier that can scale well.

To this end, we can represent our logistic regression graphically, as a network.

x2 w2 a h(a) z ∈ [0, 1]

x1 w1

xd wd

a =
∑dwjxj

...
...

Inputs

This particular form is called a single-layer perceptron and is the essential building block

of neural networks. Note three essential components: an input layer (where X is fed into

the model), a node (containing the dot product XTw) and an output layer (re-labeled as
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z) that predicts class. Additionally, the logistic function used in Equation 3 is generalized

to an activation function h(a) that exists along the edge of the network (we will see that

several different functions are used in this role). If we set ŷ = a the single-layer perceptron

approximates a logistic regression. Indeed, as we expand to more classes, we have more

boundaries to consider, and we need a more powerful classifier.

Input

layer

Hidden

layer

Output

layer

a1 =
∑
w1ixi

aM =
∑
wMixi

X1

X2

X3

X4

Xd

h(a1)

h(a2)

h(aM)
...

...

We can capture more intricate relationships if we increased the number of weights in the

model, as above. To handle the increase in weights, we add more nodes {a1, a2, ...aM} to

the model. By increasing the number of nodes in the “hidden layer” we can approximate

any boundary or function (we call the inner layers of a network hidden because they do

not go directly observed). Note that we maintain the same activation function, but it gets

fed different values depending on what edge we are looking at. This structure can handle

high dimensional data, but it can handle even more complexity by increasing the number of

hidden layers in the network, as we see in Appendix A.
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The Visual Violence Index

Image data is not like text data. Images are larger and thus require different data wrangling

methods. In this section, I outline my process for scraping, coding, and wrangling data for

the Visual Violence Index.4

Data Collection from Google

I used a stratified sample to capture protest violence from the population of Google Images

on the subject. The following search terms were entered into Google and scraped via the

Selenlium5 package: police militarization (n=99), police riot gear (n=100), military vehicles

protest (n=97), injured protesters blood (n=96), protesters clash police (n=100), protest fire

(n=98). Total number of images downloaded equals 590. Currently, I have coded 94 images

with bounding boxes to tell the machine where to find the features of interest.

Feature Description Count

Police/Army Law enforcement officials monitoring/engaging

protesters

186

Military Vehicle Police rely on military-grade transportation to

deal with crowds

29

Clash/Stand-Off Confrontations between protesters and police... 16

Bloody, Injured Person(s) ...often result in injured protesters... 18

Weapon ...the use of deadly force... 9

Fire/Smoke ...and damaged property. 43

Python3 is flexible, features a large support community, and an array of machine learning

libraries: scikit-learn, pytorch, keras, theano, and TensorFlow. The number of different

frameworks or coding paradigms means different dialects often arise leading to problems

with version control.

Virtual environments6 help users build in isolation, keeping compatible libraries grouped

together around a desired framework, or project. Often in computer science, we run into

version-control issues where packages refuse to play well together because one has been

updated and the other has not. This simplifies things.

4This paper represents Chapter 3 of the dissertation. It is not completed yet.
5Documentation for this library can be found: https://www.seleniumhq.org/docs/
6Documentation for this subject can be found: https://docs.python.org/3/tutorial/venv.html
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(a) (b) (c)

Figure 2: The image in Figure (a) contains law enforcement officers in the foreground and a
military vehicle in the background; Figure (b) contains law enforcement next to a car that
has been set on fire; Figure (c) features an injured protester with a bloody forehead. When
governments oppress their people, when protests turn violent, it is only appropriate that all
content testify.

Python3

Virtual Environment: TensorFlow

labelImg

Darkflow

YOLO weights and network

TensorFlow is a library built specifically with neural networks and deep learning in mind.

The general framework is this: configure and initialize your deep learning model, process

data in batches as you feed it forward through the network.

For an image classification problem, with classes mutually exclusive and one class per

image, the input directory takes following stucture, with each class of images located in

distinct folders:

Input

Image Directory (jpg files)

Police or Army

Miltary Vehicles

Weaponry

Fighting, Confrontation

Blood or Injured Persons

Whereas, for a object detection problem, images are all located in the same file, with a

parallel file containing the .xml “annotation” files, with information on the bounding boxes.

Input

Image Directory (jpg files)

all classes
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Annotation Directory (xml files)

all classes

To prepare image data, I used the labelImg library.7 I placed a bounding box around the

feature or object of interest. labelImg saves an .xml file with information about the label,

location of bounding box, and location of corresponding .jpg file. This data is fed, along

with the original image file (.jpg) as training data to the Darkflow system.

To train the neural network model, I use the Darkflow library and YOLO-v38 weights

(Redmon and Farhadi, 2018). From the documentation, the YOLO configuration leverages

bounding boxes to signal a feature’s presence to the machine:

“Prior detection systems repurpose classifiers or localizers to perform detection.

They apply the model to an image at multiple locations and scales. High scoring

regions of the image are considered detections.

We use a totally different approach. We apply a single neural network to the

full image. This network divides the image into regions and predicts bounding

boxes and probabilities for each region. These bounding boxes are weighted by

the predicted probabilities.”

The system takes, as input, the image files and corresponding .xml files that include

bounding box information. Data is fed forward through the YOLO network in batches and

the machine sees the dataset hundreds of times over the course of training. The first session

of training occurred on March 14, 2019 and proceeded for 10 hours on my Lenovo T450s

using approximately 10% of my CPU. Loss was reduced from 108 to 70 after 402 epochs

(2014 gradient steps). The machine would have kept training, but I honestly felt bad for it,

it was trying so hard and Game of Thrones was on. There are all sorts of methodological

and theoretical concerns with this study, but as long as children are fired upon in Ferguson,

as long as children starve on the streets of Caracas, the work must continue. We must bear

witness.

Appendix A: Multi-Layer Networks and Back-Propagation

Fully Connected (Hidden) Layers

If K is the number of classes, then Zm represents the derived features, created from linear

combinations of the inputs (in this case, pixels). Yk is target measurement for class K. Our

7Documentation for this library can be found: https://github.com/tzutalin/labelImg
8Documentation for this library can be found: https://github.com/thtrieu/darkflow
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features, Zm, are formally defined below:

Zm = h(wT
mX), m = 1, ...,M (4)

These features get fed into the hidden layers (so called because they go unobserved):

Tk = β0k + βT
KZ, k = 1, ..., K

and these hidden layers feed their output to the final layer, which computes class scores and

makes the final prediction:

fk(X) = gk(T ), k = 1, ..., K

The parameters of ConvNets consist of weights α and bias terms β:

{α0m, αm|m = 1, 2, ...,M}M(p+ 1)weights, and (5)

{β0k, βk|k = 1, 2, ..., K}K(M + 1)weights. (6)

Input

layer

Hidden

layer 1

Hidden

layer 2

X1

X2

X3

X4

Xd

...

...
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Back-Propagation

This algorithm is how learning occurs. At each iteration of training, a combination of forward

and backward passes make predictions, calculate error, and adjust weights to minimize error.

During the forward pass, the algorithm works from input layer to output layer, calculating

values for each neuron. After the output layer has produced predictions about what images

belong to what class, the backward pass calculates total error R(θ) and how much each

neuron from the last hidden layer contributed to each output neuron’s error. Let zmi =

h(αT
mxi) and let zi = (z1i, z2i, ..., zMi). Then the loss function R(θ) takes the form:

R(θ) ≡
N∑
i=1

Ri (7)

=
N∑
i=1

K∑
k=1

(yik − fk(xi))
2 (8)

WhereN is the number of inputs in the network andK is the number of classes. Then, the

algorithm calculates how much each neuron from the previous layer contributed to the error

of the last hidden layer, continuing layer-by-layer until it reaches the input layer. This pass

propagates the error gradient backward 9 to compute the error gradient across all connected

weights in the network. The error gradient vector is composed of partial derivatives that

capture how much each weight (βkm and αml) contribute to total error:

∂Ri

∂βkm
= −2(yik − fk(xi))g

′
k(βT

k zi)zmi (9)

∂Ri

∂αml

= −
K∑
k=1

2(yik − fk(xi))g
′
k(βT

k zi)βkmσ
′(αT

mxi)xil (10)

(11)

Finally, the backward pass uses the error gradient to adjust the weights toward a min-

imum – this is called the gradient descent step. At (r+1) iteration the gradient descent

updates the weights via the following expressions:

β
(r+1)
km = βr

km − γr
N∑
i=1

∂Ri

∂β
(r)
km

(12)

9These calculations are done using reverse mode auto differentiation, the details of which are beyond the
scope of this paper.
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α
(r+1)
km = αr

km − γr
N∑
i=1

∂Ri

∂α
(r)
km

(13)

where γr is the learning rate – a tuning parameter that determines how “large” each

gradient descent update should be – and αr and βr are the models’ weights at the rth

iteration. We can rewrite equations 9 and 10 above to better understand how the algorithm

propagates error backward through the network:

∂Ri

∂βkm
= δkizmi (14)

∂Ri

∂αml

= smixil (15)

(16)

The value of δki is error from units in the output layer and smi is the error from units in

the hidden layers. By definition, these values satisfy the following condition:

smi = σ′(αT
mxi)

K∑
k=1

βkmδki. (17)

To summarize: the forward pass computes predicted values f̂k(xi) using fixed weights at

each iteration. The resulting values are compared to target values Yk in the backward pass,

and error from each unit in the output layer δki are calculated. The error gradient is then

back propogated via equation 17 to each unit in the previous layers. Weights are adjusted

via gradient descent and the process starts again. Back-propogation thus lets us analyze text

and image simultaneously; we map the feature of both onto a space that the machine can

digest and interpret. Then, the machine can help us explore the seemingly infinite Internet.
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